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New methods for efficient
Neural Architecture Search

Overview

Deep Neural Networks can solve extremely challenging tasks thanks to complex stacks of
(convolutional) layers with thousands of neurons, especially to solve computer vision-related
tasks like image classification, object detection or image segmentation. Their success comes
from their ability to learn from examples, not requiring any specific expertise and using very
general learning strategies, based on loss’ minimization. However, many deep models share a
common drawback: their growing complexity challenges the computational capability of
embedded devices and poses questions around the power consumption when deployed
on-the-field.

Neural Architecture Search (NAS) targets automatic research of neural network architectures,
optimizing metrics like performance and latency. However, typical NAS approaches are
extremely computationally heavy: for example, LEMONADE [1] is an evolutionary algorithm
implementing Lamarckism: after every generation, child networks are generated to improve the
pareto-frontier with respect to the current population. Other evolutionary algorithms use
concepts like monte-carlo optimization [2] or random search [3], which however significantly
make the research of optimized architectures extremely difficult and complex to achieve,
requiring thousands of computational days to optimize even on smaller datasets.

The main objective of this project is to study some of the most advanced and efficient NAS
approaches, identifying improvements on these strategies which are dictated from nature. It is
known that most neurons in an infant’s brain have relatively few connections to other neurons.
During the first two years of life, however, a baby’s brain will establish billions of new
connections between neurons. The intricacy of neural connections continues to increase
throughout life [4]. Babies are actually born with many more neurons than they need. In addition,
synapses are formed throughout life, based on our changing experiences. Brain development
enhances certain capabilities in part by a pruning down of unnecessary neurons [4]. As an infant
begins to experience the world, neurons that do not become interconnected with other neurons
become unnecessary. They eventually die out, increasing the efficiency of the nervous system
[4]. Our objective is thereby to model such a behavior, designing a dynamics where in the first
stages we deploy a growing policy, where neurons are placed and being connected to each
other, and a second stage where pruning of un-necessary connections is performed. The
application of these concepts to NAS covers a central role in this project.

It is well known that many ANNSs, trained on some tasks, are typically over-parameterized. The
goal of pruning techniques is to achieve the highest sparsity (i.e. the maximum percentage of
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removed parameters) with minimal performance loss (accuracy loss versus the “un-pruned”
model). Towards this end, a number of different approaches have been proposed: we
mention for example the use of variational dropout to promote sparsity [5], the use of sensitivity
towards sparse models [6, 7, 8] or the direct minimization of the 10 norm through differentiable
proxies [9].

In a recent work, [10] observed that only a certain group of parameters is actually updated
during training: this suggests that all the other parameters can be removed from the learning
process without affecting the performance. These parameters, however, can be determined
a-posteriori only, and other pruning strategies can achieve higher sparsity in general [8].
However, [10] poses some interesting questions: is it possible to learn these sub-structures
without training the full model? Recently, the neural growing concept has been proposed [11];
however, it relies on random growing policies and still relies on refined, by-hand hyper-parameter
tuning while still not reaching the same performance as other NAS approaches. The main
limitation of these policies relies on the fact growing and pruning strategies are each-other
independent and simply applied in pipeline.

Objectives at a glance

e Study the most recent state-of-the-art approaches around efficient NAS.
Understand the underlying learning mechanisms involved in NAS.
Replicate/reproduce state-of-the-art results, with partial or total re-implementation of the
approaches.

e Study the feasibility of efficiency improvements for NAS, inspired from nature and
technically borrowed from growing/pruning.
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